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Executive Summary
Organizations are experts at gathering data.  They have data on processes, employees, potential employees, customers, potential customers, products, competitors, environmental factors, stock prices, and more.  It is nearly impossible to list all of the data or types of data that companies gather.  But one thing is true for all companies: unless this data can be stored, organized, retrieved, and interpreted, it means nothing for the organization.  

Sometimes companies store all of their data in a single location, other times it is distributed among an array of servers around the world.  More often than not (with the exception of smaller and newer organizations), this data is stored in different types of databases and formats (DB2, Adabas, Oracle, XML, etc…).  These data stores may or may not be physically connected to one another.  The databases may be normalized, but for the sake of efficiency are often not.  And for local processing needs or on systems that do not easily run online, quite often data joined by two tables is stored in multiple generation flat files rather than a local table view.  The challenges are many and the solutions unclear.

The specific task addressed here is that of data integration.  Data Integration is defined as “combining data residing at different sources, and providing the user with a unified view of these data.” [footnoteRef:2]  These sources may simply be different tables within a single database.  Or, to present a more challenging environment, they may be data in proprietary data-types on a company’s proprietary home-grown system spread across a firm’s hundreds of servers.  On the surface, the topic deals explicitly with the task of extracting the specific information that a user needs from a distributed set of data.  The end game is for this process to be entirely hidden and for the user to have the impression that all of the data is integrated and unified in one location. [2:  Lenzerini, Maurizio. Data Integration: A Theoretical Perspective.
] 


Searching for “data integration” sources quickly reveals a myriad of technological solutions offered up by companies that have designed high-powered business intelligence and enterprise data management systems.  However, it is quickly evident that the task of data integration expands beyond the technology and applications necessary to present this unified view of data.  There are technical issues and organizational issues at hand, and both are equally important for an organization to address when seeking effective data integration.  

The technical issues cover everything from how the data is entered into the system, how the systems store the data, how distributed systems speak with one another, and how data is gathered from those systems.  The organizational issues involve issues such as how the data is gathered, what rules are in place for data entry, what data should be kept and which should be discarded, which departments within an organization are responsible for what data, how the organization controls access to data, and more.  This paper intends to describe the current state of data integration and give suggestions on how a firm might begin to think about the technical and organizational aspects that will lead to better data integration and ultimately better use of their data.
The Problem
This problem is fundamentally difficult for a number of reasons.  First, there is no single agreed upon solution, especially since the problem is so rooted within a specific company.  Second, a company can’t just buy a solution; there are solutions available, but their success is dependant upon many external factors within the firm.  Third, all the hype behind ERP implementations (which is the typical proposed solution for this problem) indicates that they might not be as helpful as originally imagined.

A company as a whole suffers from the problem of data redundancy.  The theoretical solution for the problem is simple: normalize all databases.  Practically speaking, this is nearly impossible.  In a recent project, the addition of a single field in the company’s Active Employee Systems required the modification and re-installation of over 300 programs.  And those programs comprised only a portion of the system.  Many managers have dealt with the issue, but there are no standard practices or agreed upon conventions regarding how to solve this problem.  In fact, more often than not, the problem is further compounded by people creating more tables and more redundant data.  If there was a change control in place that ensured that the needed data was not already in existence, it might help to put a cap on the data replication that occurs.

Another issue, related to the fact that the problem is so tightly bound to a specific organization, is the fact that there is no single, pre-packaged, solution for this problem.  ERP systems abound, but the amount of configuration and data migration is seemingly insurmountable.  A company can’t simply throw money at this problem and make it go away (at least, not in a realistic manner).  There’s no “one-size-fits-all” pre-packaged solution that will solve this problem.  Perhaps temporarily creating a new department to re-design the company’s databases and systems might render the desired result.  But the amount of time that would be required (in addition to the money) would render a project like this infeasible, if not impossible.  And beyond this, if the company decides in favor of implementing an ERP system, there’s nothing to guarantee that the ERP system won’t have the data redundancy issues.  So although the hype behind the ERP systems may be significant, the commonly quoted failure rate of 70% should be a red flag to anyone expecting an easy solution.

As previously mentioned, there is a two-headed dragon that stands in the way of data integration.  One head represents the technical aspects and the other represents the organizational challenges.  Unless both issues are dealt with, the problem cannot be overcome.
Technical Issues
Distributed Data
The primary technical reason that data integration is difficult is the fact that it data are rarely all in a single database (with the exception, perhaps of a very small start-up company).  There have been many articles and technical papers written on the mechanics of queries, but the most important thing to realize about distributed schemas of data are their complexity.  The theoretical models behind many of the academic papers are often comprised of various types of discrete math and mathematical concepts that are difficult to follow.  And while no single solution is presented, several models of how to map data and its integration are presented.  By understanding how distributed data can be modeled, it takes one a step closer to understanding how that data might be fully and accurately integrated.
Multiple Systems (and types of data)
Distributed systems of data become increasingly difficult to deal with when they are spread not only across multiple databases, but across multiple systems as well.  Mainframes were not designed to be highly accessible either externally or across internal regions.  Often large firms have multiple CICS (DB2) and SAG (Adabas) regions on their mainframes.  It is very difficult for these regions to “speak” to one another.  So instead of having the tables in CICS join with the tables in SAG (like a typical query often necessitates), a copy of a table is created and propagated across multiple regions.  That table is updated on a pre-determined schedule (nightly, weekly, hourly, etc…).  Depending on how often the tables are updated, this data can become obsolete quickly and remain so until the next update.  This can present problems if consistently up-to-date data are needed.

When legacy mainframe systems are combined with state of the art technology, such as Oracle tables or Hyperion hypercubes, the difficulties become even larger.  Third-party message oriented middleware such as IBM’s WebSphere MQ (formerly MQ Series) are necessary to connect these legacy systems with the newer, server-housed databases.  Ironically, this third-party middleware can keep data updated in nearly real-time (as opposed to hourly cross-region updates within a mainframe).  However, a firm incurs larger expenses due to additional software licenses, staff salaries, and training.
[image: Figure 1.Magic Quadrant for Data Integration Tools, 2007]Product Offerings
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The Magic Quadrant for Data Integration Tools
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)The major third-party product offerings in this realm are Informatica, IBM, and Business Objects.  In Gartner’s “Magic Quadrant” for data integration, there is a list of several other providers as well.  The quadrant measures solutions on both their ability to execute and completeness of vision.  A company seeking a data integration tool may want to consider which of these characteristics is more important, however they do seem to be highly coordinated.

IBM offers solutions for both “Master Data Management” (MDM) and for Business Intelligence.  Business Intelligence is their solution for integrating and reporting on the data that currently exists and MDM is the solution for setting up a high-level data management mode of operation within the company.  Informatica offers a broad range of solutions from data migration, synchronizing, warehousing, consolidating, and more.  Business Objects sits more on the reporting side.  They primarily offer Business Intelligence solutions, although they do have some data quality offerings.  A firm planning on making a purchase will want to consider the number and quality of options available for the various products available.
Organizational Issues
The data within a firm should be dealt with much like any other capital asset.  Companies have asset management departments that deal with the acquisition, management, and divestiture of physical property (computers, plant equipment, property, etc…).  There are policies put into place that govern several things, such as: Where the assets come from, who’s “in charge” of them, how much the firm pays for them, who’s allowed to use them, how much/many the firm needs, where they are stored when not in use, and more.  Firms should treat their data in much the same way.
Policy and Governance
Although there are no “one-size-fits-all” technical solutions for data integration, organizational policy can help to facilitate the integration process.  Through policies that govern organizational structure, data entry, and data ownership, a firm can help to mitigate the challenges associated with this challenge.  Properly setting up an organizational structure can allow companies to create groups within the firm that are responsible for the data and the policies related to that data.  These groups can specify who is allowed to enter the data, when they can enter it, the individuals or groups responsible for maintaining it, and more.  When the data is accurately maintained, the technological solutions can be much more helpful.

In addition to policy is upper-management buy-in.  This initiative must be critical in the minds of the executive and upper-level management teams.  Depending on the current state of the organization, corporate strategy should be designed with certain assumptions in mind.  For example, a large organization with several stores of non-integrated data sources would want to have corporate strategies that drive and motivate the integration of this data.  Often, it is difficult to directly tie the quality of data to a firm’s bottom line.  Employees know that the ultimate goal is for the firm to make money (whether they act accordingly is a management issue).  The strategists within the company need to make it clear that data integration is a means to that end, and should tie data integration initiatives to bottom line metrics.  

In small or start-up organizations, data may or may not already be integrated.  The challenge that these firms face is much different.  With the expectation that the company will grow and its data will be ever-expanding, the company needs to pay special attention the ontology that defines and organizes the data.  Smaller organizations can more efficiently utilize highly normalized tables, but as the company’s data grows, the firm must find a way to deal with increasing query times.  As the organization’s data and needs grow, their strategy should emphasize the expectation that data will be accurate and integrated.  When organizational units respond to strategic initiatives, they will (hopefully) act in ways that facilitate better data management.  Also, management should explicitly state that high levels of data integration is central to strong growth, emphasizing that organizational units should value the data they own and store.

As the firm grows, the easy solution is to replicate data across the organization.  However, any data modeler will cringe at the suggestion.  In addition to thoughtful strategy, this is where organizational structure, data entry controls, and data ownership come into play.
Organizational Structure and Motivation
It is important for an organization to ask, Are there any groups within an organization dedicated to creating policies about our data?  It is critically important to have a group, or groups, with the responsibility of maintaining data.  The firm will want to consider their size, the amount of data, and how that data is gathered when deciding on how to set up these groups.

Jonathan Geiger has written a series of articles in the DM Review magazine.  He addresses data integration from an organizational perspective, rather than a technology perspective.  His first article addresses the issue of setting up a Center of Excellence within a company.[footnoteRef:3]  He discusses the need for a Centers of Excellence (with an emphasis on data management) within an organization.  The three important characteristics he identifies are Authority, Role, and Organizational Placement and Staffing.  The Center must have the authority to influence actions, it must be both a resource and a participant in support activities, and it must have the power to put the right people in the right places of an organization. [3:  Geiger, Jonathan.  Establishing a Center of Excellence.] 


In the next month’s publication, he picks up where he left of and specifically addresses how a company should design a Center of Excellence as it relates to Data Integration.[footnoteRef:4]  He suggests two fundamental structures of a Data Integration Center of Excellence within a company.  One type of structure is a Line Organization, in which the Center of Excellence actually performs the data integration.  The other type is a support organization, in which the Center of Excellence manages groups of teams that are responsible for the data integration, cleansing, and transformation. [4:  Geiger, Jonathan. Data Integration Center of Excellence.] 


In addition to the structure and role of a Center of Excellence, this group absolutely must have support and sanction from the executive level.  Even though the group may have the authority to enforce data “laws,” the initiative will not be taken seriously unless strongly supported from above.
Data Entry and Ownership
Data integrity begins with the accuracy of the data when it is first entered into the system.  In a smaller organization, there are fewer controls over who is responsible for entering the data, but in a larger organization, data entry for a specific kind of data is often the responsibility of a particular department.  In a large firm, for example, only the engineering department would be allowed to adjust the specs of a particular product in development.  This type of data entry would never be left to the customer service representatives.  The security built into a system that stores engineering information may be accessible by everyone, but only updateable by a few.  It is this sort of control that should be enforced by the firm.

In addition to the groups responsible for entering the data is the question, Why are they responsible for this data?  What motivation does a specific group within a firm have for ensuring that their data is correct?  There are a number of ways to deal with these questions, but the best two are probably a combination of proper management and ease of work.  

Using management methods similar to Management by Objectives, a firm can help to ensure that employees’ actions are in line with upper level management.  When management’s goals include data accuracy and highly integrated data, the employees’ actions will likely follow suit.  The challenge for managers is to either explicitly or implicitly build these ends into their goals and tasks.

The next task is to motivate employees to properly and accurately enter data into the systems.  When customer relationship managers enter the field to create, build, and maintain relationships with their clients, it is absolutely critical that they have high quality data about their clients.  Management should stress the importance of having highly accurate data by appealing to the customer relationship agent’s needs, such as bonuses for creating new clients.  For example, by stressing to the CRM agent that better data in the system will lead to both larger and higher volume sales, they will be motivated to better utilize the system.  People are always difficult to gauge and it is up to the manager to understand what issues are important to each employee.  If managers are motivated to have highly integrated systems, hopefully this will trickle down to the employees.

It is also important to consider the different motivations at work within various firms.  The article, titled Trends in Performance Management,[footnoteRef:5] addresses methodologies used by manufacturing firms to link corporate strategy to operational processes an activities.  Through the use of Scorecards, Dashboards, and Performance Alerts, a company can adjust inputs and processes to improve operations.  The complex data integration issues that arise when trying to align these tools with the manufacturing process typically force the results into an inflexible structure.  The author cites a researcher who suggests that utilizing third-party resources may help to solve this problem.  However, it is important to realize that measures of data accuracy and consistency can be implemented into corporate information systems.  These measures can help track data that is inaccurate or unnecessary. [5:  LaFond, Anita.  Trends in Performance Alignment.] 

Conclusion
While there is no turn-key solution to the issue of data integration, there are several issues to consider.  First, technical issues such as distributed data, multiple systems, and a number of diverse product offerings must be addressed and understood.  Understanding these issues will help the company to grasp what needs to be done to address the technology side of their operations.  Second, the organizational structure of the firm needs to be addressed.  Policies regarding data entry, ownership, and organizational structure need to be in place to ensure that data is handled properly.  Just like any other asset within a firm, data needs to be managed and controlled.

As it stands, the issue of data integration is a difficult problem and will likely remain so for years to come.  As technology advances and organizations better understand their own inner-workings, they will hopefully come closer to highly integrated data.  It remains to be seen whether technology will provide a solution regardless of organizational structure, but considering that it’s the users who run the technology, it’s highly unlikely the two will ever be separated.
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