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U. S. Steel IT History
Data storage in general becomes more difficult as an organization grows in size.  Where do they store the data?  How much data should they store?  How secure should this data be?  Many more questions on the topic could be addressed.  However, I would like to address the issue of data replicated across a company.  I work for a company called the United States Steel Corporation (USS).  USS is a steel manufacturing company that began its existence as an unusually large company.  Through a series of mergers, acquisitions, and sheer growth, by 1901, USS was the largest company in the world.  As the company continued to grow and reorganize itself, it continued to face the data management issues that many other companies face: How should the company manage and organize the company’s employee, customer, and internal process data?

In 2004, USS formed the Business Service Center, or the BSC.  The BSC, located on the Southside of Pittsburgh, is the company’s information systems headquarters.  It contains the company’s data center, mainframes, servers, and nearly all of the firm’s IT staff.  The BSC is, in many ways, the brain of the company.  All of the company’s data is stored on-site at the BSC.

As the company began to realize the power of information management (at some point in the 1980’s), they began to utilize IBM’s mainframes and databases.  Through a combination of IMS, Adabas, and DB2 databases, the company’s data became more and more readily available.  However, many different departments were functioning somewhat independently of one another.  As data was gathered and stored, information was replicated.  An employee’s phone number, for instance, might be stored in 7 or 8 different systems.  And it may even be stored multiple times within each system!
The problem of data redundancy
As time went on, the company’s systems became more and more dependant upon one another.  The data in a particular table, while belonging to a specific department, might be accessed by several different programs from several other departments.  And on top of that, not all database tables were designed by database experts.  Quite often, a table may have been needed for a single (and non-critical) purpose.  In fact, the entity may have even been expected to be temporary.  The programmer would request that the table be created, the data loaded, and the processing would ensue.  The table created may or may not have been completely thought out, and in many instances not in third normal form (or second normal form, for that matter).  But at the time, it wasn’t a big deal because the table was only being used by that one programmer for a single purpose.  As is known in the database industry, sometimes one can get away with a non-third normal table for the sake of faster processing; especially if it’s temporary.

However, as time goes on, tables created for purposes like this become an integral part of the system.  The data that was originally replicated in that table for the sake of simplicity has become a critical input for a number of programs.  This happens at numerous locations across the company, and at this point, data is repeated in multiple tables.  If an employees phone number changes, it must be changed in every system.  So a program is written for the sole purpose of keeping tables synchronized.  If one piece of information in a table is changed, it’s supposed to make its way across the organization.  That is not always the case.  Herein ensues the problem: after decades of a company operating in this fashion, a number of employees’ sole purpose (or a very large part of their job description), is to focus on keeping data accurate and synchronized.  Entire information systems (i.e. IBM’s MQ Series) are purchased and devoted to keeping data correct.  Employees are hired to implement and maintain this software, and hardware is purchased to run the software on. 

Databases work most efficiently and effectively when the data in them is normalized…at least in theory.  If a company’s data is unorganized, inefficient, and not properly maintained, it can cause problems for an organization.  As an employee, I’ve spent a number of hours dealing problems caused by data replication issues.  The firm should not need to hire employees to keep data organized and accurate – it should be inherently organized and accurate.  More than that, it is difficult to know which pieces of information are accurate and which are old.

The other side of the coin is the fact that duplicate data makes for easier and faster processing.  So the elimination of all duplicate data may actually cause more problems than it solves.  And if the company desires to continue operations in a mainframe environment, any table existing in a certain region must be replicated in an additional region if it is to be accessed by programs in that region.  For instance, a master register of user-id’s originally in a SAG library must be replicated in CICS libraries if the systems there are to access them.  So to some extent, the replication of data is necessary.  And when the company begins utilizing newer software, such as Oracle databases, the need for an MQ Series-type of third-party queuing software is necessary to at least begin synchronizing data.

All of these issues combined lead to the conclusion that this is not only a problem for the company, but it is a hard problem.  And all companies that exist in a distributed (or even centralized) environment will face issues just like this.  Legacy systems just make the issue even nastier.
A hard problem
This problem is a fundamentally “hard problem” for a number of reasons.  First, there is no single agreed upon solution, especially since the problem is so rooted within a specific company.  Second, a company can’t just buy a solution.  Third, all the hype behind ERP implementations (which is the typical proposed solution for this problem) indicates that they might not be as helpful as originally imagined.

The company as a whole suffers from the problem of data redundancy.  The theoretical solution for the problem is simple: normalize all databases.  Practically speaking, this is nearly impossible.  In a recent project, the addition of a single field in the company’s Active Employee Systems required the modification and re-installation of over 300 programs.  And those programs comprised only a portion of the system.  Many managers have dealt with the issue, but there are no standard practices or agreed upon conventions regarding how to solve this problem.  In fact, more often than not, the problem is further compounded by people creating more tables and more redundant data.  If there was a change control in place that ensured that the needed data was not already in existence, it might help to put a cap on the data replication that occurs.

Another issue, related to the fact that the problem is so tightly bound to a specific organization, is the fact that there is no single, pre-packaged, solution for this problem.  ERP systems abound, but the amount of configuration and data migration is seemingly insurmountable.  A company can’t simply throw money at this problem and make it go away (at least, not in a realistic manner).  There’s no “one-size-fits-all” pre-packaged solution that will solve this problem.  Perhaps temporarily creating a new department to re-design the company’s databases and systems might render the desired result.  But the amount of time that would be required (in addition to the money) would render a project like this infeasible, if not impossible.  And beyond this, if the company decides in favor of implementing an ERP system, there’s nothing to guarantee that the ERP system won’t have the data redundancy issues.  So although the hype behind the ERP systems may be significant, the commonly quoted failure rate of 70% should be a red flag to anyone expecting an easy solution.
Who cares about this issue?  Why?
This issue is important to the company as a whole, but should be most important to mid-level IT leadership (such as the Vice President of Business Services and the four General Managers that lead the Business Service Center).  Gene Trudell was named VP-Business Services on September 18, 2003.  He currently oversees the operations of the company’s Business Service Center.  According to John Surma, the current CEO (and COO at the time) of USS, Gene Trudell could “cost-effectively deliver high quality services across many components of our business [which] makes him the perfect choice to fill this challenging position.”[footnoteRef:2]  Thus, in the eyes of executive management, it is Gene’s job to make the BSC’s processing as cost-effective and high-quality as possible.  Data redundancy directly impacts these issues. [2:  http://uss.mediaroom.com/index.php?s=43&item=378 ] 


There are four General Managers that report to Gene Trudell.  These GM’s are responsible for ensuring the functionality of the four major divisions of the BSC: Infrastructure, Plant Processes, Business Processes, and Capability Management.  Through a management by objectives model, it is imperative that the General Manager’s performances directly related to Gene’s needs of cost-effectiveness and high-quality business.  
What are the benefits and threats?
If the company properly dealt with the issue of data redundancy, the goals of cost-effective functioning and high-quality data will be much more attainable.  As it stands, there are hundreds of employees and processes in place that are responsible for keeping data synchronized and up to date.  The combination of time, server space, and disc space all but eats up any cost-effective business processing.

The need to constantly update and synchronize data allows for the possibility of bad data making its way into reports, business processes, and ultimately high profile releases.  This bad (or old) data can significantly reduce the quality of reporting and performance, directly impacting the business.  Back-end processing doesn’t cause problems that are as significant as bad plant process data, but either way, poor data integrity causes quality problems within the company.  The company has certain standards to remain in compliance with ISO certifications, but new ISO regulations about data quality and integrity could easily put the company’s certification at risk.

Therefore, the risks if not dealt with, include poor quality and low efficiency.  The benefits of dealing with the issue properly are pretty much the opposite.  High levels of data integration and low levels of duplication lead to less of a focus on keeping data up to date and synchronized, less likelihood of bad data being used, more efficient processing, and all-around higher data quality.

Another practical consideration is the difficulty that arises when the company wants to update their technology.  ERP systems provide fairly integrated systems, but how does a company implement this sort of system in a piecemeal fashion when it’s nearly impossible to pull apart the already complex and highly integrated legacy systems?

It is also worthwhile to consider the human implication in the equation.  Employees are inherently driven to accomplish meaningful work.  When an employee’s sole (or primary) function is to keep poorly designed systems up and running, it can cause morale to drop.  Employees want to move in a direction that will not only further their career, but also bring value to the company.  By eliminating the problem of duplicate data and all of the work that comes with it, the company will be able to invest more time and energy into empowering their employees to develop value-added services and applications for the firm.

As things stand now, US Steel faces the risk of low operating efficiency and low quality performance if the issue of data replication and redundancy is not addressed in at least some manner.  The firm is attempting an ERP implementation, but the network of legacy systems create a challenge in that a full implementation will require several systems being installed at once (since you can’t stop using one legacy system unless you stop using all the rest).

The hard problem of data redundancy will be around now and probably for some time to come.  A company such as U. S. Steel must, at the very least, begin to think about these issues, especially in the midst of an ERP implementation.
