




Assignment #6: Current Knowledge



Aaron Santavicca
BMIS2056 - MIS-Practicum
Dr. Brian Butler
10/30/2007


Trade Press Discussion
The issue of data integration is most prominently featured in general information systems resources such as DM Magazine, Information Week, CIO Magazine, and others.  The magazine that currently deals with the hard issues related to data integration is DM Review.  The publication has several authors that deal with integration issues in a piecemeal fashion.  The authors will address issues in single or two-page articles that allow managers to follow ideas and trends from month to month.  These resources both report on general data integration issues as well as company specific issues.  The general data integration issues include questions such as:

· What are the current trends in data integration?
· What are the common difficulties that firms face when integrating data?
· What are the major success and failure stories related to data integration?
· How does data integration relate to other technologies?

No specific solutions are proposed, as these sources tend to stay platform, database, and industry neutral.  They will evaluate a specific provider’s solutions, but often take a middle ground presenting both the positives and negatives of the offering.

A fantastic example of an IS-specific resource is the series of articles written by Jonathan Geiger in the DM Review magazine.  He addresses data integration from an organizational perspective, rather than a technology perspective.  His first article addresses the issue of setting up a Center of Excellence within a company.  He discusses the need for a Centers of Excellence (with an emphasis on data management) within an organization.  The three important characteristics he identifies are Authority, Role, and Organizational Placement and Staffing.  The Center must have the authority to influence actions, it must be both a resource and a participant in support activities, and it must have the power to put the right people in the right places of an organization.

In the next month’s publication, he picks up where he left of and specifically addresses how a company should design a Center of Excellence as it relates to Data Integration.  He suggests two fundamental structures of a Data Integration Center of Excellence within a company.  One type of structure is a Line Organization, in which the Center of Excellence actually performs the data integration.  The other type is a support organization, in which the Center of Excellence manages groups of teams that are responsible for the data integration, cleansing, and transformation.  

And the third article relating to the topic is on the establishment of a Data Delivery COE.  This Center of Excellence differs from a Data Integration Center of Excellence in that it starts with an integrated set of quality data and builds from there.  This type of center is responsible for understanding how people want to view and use the data.  It addresses deliverables, data access issues, and business intelligence environments.

The author of these articles has a strong grasp on the needs of organizations and presents them in a way that is practical, readable, and understandable.  Regardless of the industry, computing platforms, and even (to some extent) existing organizational structure, the advice he offers is strong and relevant.  

The general press tends to address business-related happenings as they relate to data integration and management.  These articles most often address either the companies that offer data integration solutions, or newsworthy happenings as a result of poor (or superior) data management issues (such as security breaches).  One example of this is Business Week’s treatment of SAP and Oracle’s data management offerings.  The article talks about how some companies grow organically and others grow via acquisition and divestment.  SAP’s growth has been relatively organic and Oracle’s growth has been relatively external.  When reading articles like this, even though they don’t specifically address the technological challenges of data management, the threat of acquisition of the third-party providers that your company utilizes can impact business.  It is worthwhile to keep an eye on the happenings in the data management solution industry when deciding on a solution for your company.  

Most industry specific issues are addressed in white papers written by a particular company addressing an industry for which they provide solutions.  There are, however, a few manufacturing resources that deal with the issue of data integration.  One related to manufacturing is found on www.manufacturing.net. 

The article, titled Trends in Performance Management, addresses methodologies used by manufacturing firms to link corporate strategy to operational processes an activities.  Through the use of Scorecards, Dashboards, and Performance Alerts, a company can adjust inputs and processes to improve operations.  The author cites a researcher who suggests that utilizing third-party resources may help to solve problems that arise from developers that are inexperienced in programming systems and utilizing data from manufacturing environments.
White Papers
Vendor white papers provide perhaps the most comprehensive treatment of the data integration issues.  One white paper in particular, Pathway to Master Data Management, by IBM is particularly helpful in understanding many of the issues related to data integration.  This paper begins by defining master data management as, “the business process, applications, and technical integration architecture used to create and maintain accurate and consistent views of core business entities across disparate applications in the enterprise” (p. 4).  This is a particularly helpful view of data management because it does not solely confine the issue to technologies or computers.  If the business processes or organizational structure is not conducive to data integration needs, then no technology will be able to solve the company’s problems.

The paper then goes through a slew of statistics and facts emphasizing why a MDM is necessary, how WebSphere can provide a solution, and how that solution can be implemented.  Interestingly, the identified root cause of the data management problem is quite simple according to this white paper: “Inconsistent master data across enterprise sources.”  They do, however, address the reasons for this and how WebSphere can address that.

There is general agreement about the definition of data integration (some form of “creating a unified view of distributed data”), however, as expected, the solutions differ.  IBM offers a solution that requires their hardware and software, Informatica has their own, and so do Oracle and SAP.

Coursework and Textbooks
Coursework has addressed the issue of data integration from three different angles: Database Design, System Design, and Organizational Structure.  The combination of these three angles provides a good view of how to systematically design an organization, its systems, and data stores in such a way that accessing the data in a unified manner is possible and realistic.  The issue of having an easily unified set of data stores is difficult, but with the proper design of those three components, at the very least it will be possible.

Organizational structures are invariably linked to the business processes that support them.  A manufacturing company, for example, has certain processes in place that facilitate the purchasing of raw material, inbound logistics, manufacturing operations, sales, and outbound logistics of that material.  The information systems that run these processes are specifically designed (hopefully) with a particular company’s processes in mind.  If the organizational structure is not conducive to an IT intensive environment, the data gathered can often be redundant, inaccurate, and misleading.  

The Introduction to Information Systems core class had a strong emphasis on addressing these organizational issues.  Everything from IT resource budgeting, allocation, and management was covered.  Albeit fairly brief, the basic premises of this course are of the utmost importance when attempting to profitably utilize a company’s data.

System design is a bit more obviously related to data integration than perhaps organizational structure.  There are two classes that were particularly helpful with this issue: Systems Analysis and Design and Information Systems Planning.  One covered the mid-level details of how systems interact with one another, with data, and with users, and the other covered high-level concepts of how an organization’s systems should be ultimately linked to business strategy (while fulfilling the necessary process needs).  

Systems Analysis and Design was a class that gave us the tools to appropriately design systems so, in effect, they’ll function properly.  But more than that, the systems need to be extensible, logical, and need to support the business processes.  By properly understanding the inputs, outputs, and procedures of business processes, the information systems to automate and support them can be designed.  These systems not only automate and mimic business processes, but they also interface with users and data stores.  Even minor changes to data stores can cause systems to malfunction, and need major processing overhauls.  Without having the data stores designed properly, these systems will become cumbersome and slow (and possibly non-functional).

Information Systems planning primarily focused on aligning a company’s information systems with corporate strategy.  This class, as mentioned, had a high-level view of how systems within a company should be designed an implemented.  The data that a company gathers should also be aligned with strategy.  Thus, the principles of integrating systems and strategy should be applied to the company’s databases and data stores.  Questions of whether to remain centralized or distributed and the strategic advantages gained from each would have been relevant discussions for this class.

The Database Management class is perhaps the most relevant to this topic.  The basics of how data is stored, the software and architecture necessary to manipulate the data, and the infrastructure upon which the systems are built were taught.  Principles of database design, such as entity-relationship-diagrams, table normalization, and system architecture were core topics and relate directly to the issue of data integration.

When a company decides they need to store data, the utilization of a relational database is often the answer.  The theory and concepts behind the design and normalization of tables is fundamental in understanding how data is to be integrated.  When systems are implemented in a distributed fashion across a large organization, breakdowns in communication and data processes often result in the same data being stored in several locations across a company.  If the data in these systems never changes, this is not a problem.  However, the data that companies capture is often dynamic and ever changing.  The task of keeping this data both consistent and accurate is a challenge.  Having tables fully normalized is a start, but the extent to which they should be normalized is often of debate.  This class gave us the tools to understand this debate and to begin addressing these issues.
Academic Research
As is typical of academic research, most of the literature available addresses data integration from a theoretical perspective.  The main problem addressed by academic articles is how to model data that is distributed across a set of global databases in such a way that it presents a unified view of that data.  In fact, Maurizio Lenzerini addresses just this issue in his article, Data Integration: A Theoretical Perspective.  

This article, as the title indicates, presents a theoretical perspective of data integration.  It defines data integration as the “problem of combining data residing at different sources, and providing the user with a unified view of these data.”  The article deals specifically with a global set of data comprised of several sources.  The paper first develops a data integration framework, and then builds on that model to explore models, queries, inconsistencies in source data, and addressing that global network of data from various locations.  

Specifically, the article addresses “local as view” and “global as view” (LAV and GAV, respectively) for query processing.  The author wrestles with the two concepts, but is unable to present one that is clearly superior to the other.  However, the concept of “GLAV”, which occurs when making “the relationships between the global schema and the sources are established by making use of both LAV and GAV assertions” is discussed (p. 5). The article concludes with some unanswered or open-ended issues in data integration theory.

Again, the primary problem with data integration is how to present a unified view of distributed data.  That is the main thrust of academic articles.  While no single solution is presented, several models of how to map data and its integration are presented.  By understanding how distributed data can be modeled, it takes one a step closer to understanding how that data might be fully and accurately integrated.


White Papers
Pathway to Master Data Management with Master Data Integration. 
IBM Corp. February 1, 2005.

This white paper discusses the advantages of using IBM WebSphere’s Master Data Management system.  The paper defines MDM, goes through a slew of statistics and facts emphasizing why a MDM is necessary, how WebSphere can provide a solution, and how that solution can be implemented.  Interestingly, the identified root cause of the data management problem is quite simple according to this white paper: “Inconsistent master data across enterprise sources.”  They do, however, address the reasons for this and how WebSphere can address that.


IBM Informix: Integration Through Data Federation. IBM Corp. 
IBM RedBook. August 2003.

This is one of IBM’s several RedBooks.  It contains information on what IBM has termed “data federation.”  They claim that the term has distinct nuances and subtle differences than information or data integration, but it’s basically the same concept.  The book is written specifically for companies using the Informix Dynamic Servier, but they also include implementation information regarding Oracle9i, DB2 UDB, and MS Excel.  The book is fairly long, and specifically geared towards IBM products, but provides good insight into a quality technology that IBM has developed.


DataLever. Choosing a Data Integration Solution. CRM Magazine. 
September 2006, Vol. 10 Issue 9, Pg. 6.

This article written by DataLever discusses the problems inherent in finding a data integration solution.  Many of the identified problems are typical project management issues that can be resolved by having a strong grasp on the scope of the project.  They do, however, suggest that the vendors provide a proof-of-concept data test, and then leave the solution on-site for your firm to “test drive”.


Redefining Enterprise Data Warehousing (EDW). Informatica. June 2007.

This white paper, published by Informatica, focuses on corporate, or enterprise data warehousing.  The paper covers why one would need Enterprise Data Warehousing, what it is, how it has changed over the years, and some architectural principles.  It then goes on to explain Informatica’s approach to data warehousing.  Informatica emphasizes universal data access, “end-to-end metatdata management,” scalability and security, and open/platform neutral standards.

School / Textbooks
Pearlson, Keri E. and Carol S. Saunders.  Managing and Using Information Systems. 
New Caledonia. John Wiley & Sons, Inc., 2006.

A requirement for the Introduction to Information Systems class, this book offers a basic and introductory look into managing information systems.  Data integration problems often result from poorly designed and managed systems and this book offers several methods to ensure that systems are operating properly.  The book offers several case studies, addresses the management of information security, and various other specific MIS issues.


Watson, Richard T.  Data Management: Databases and Organizations. 
John Wiley & Sons, Inc., 2006.
This book was the required reading for the Database Management class.  It gives a comprehensive look at data modeling, SQL, managing data, and other issues that arise for organizations that utilize databases.  The book also goes on to address newer technologies such as XML, JDBC, and content management systems.  Any user interested in managing a corporation’s data must have a strong understanding of the basics, and that is what this book offers.


Satzinger, John, Robert Jackson, and Stephen Burd.  Systems Analysis and Design In a 
Changing World (4th ed).  Boston.  Thomson Course Technology, 2007.  

An organization’s systems will only function properly if the design principles behind them are strong and robust.  This book addresses many design and analysis principles necessary to create systems that are powerful and reliable.  Issues such as design of data management models, object oriented design, and database design are covered in detail.  This book contained the required reading for the Systems Analysis and Design class.
Trade Press Articles
Chandras, Rajan. Data Integration: Moving Target.  Intelligent Enterprise 
Magazine. December 2006. Pg. 10.

The author of this article addresses the issue that the CIO of Quaker Chemicals is currently addressing: What’s the best method of data integration?  Data Integration has been a changing and evolving trend over the last several years.  Ascential Software and Informatica used to be the “two biggest dogs.”  As the industry grows and changes, these companies have changed or be acquired and new players are arising with new solutions.


Geiger, Jonathan.  Establishing a Center of Excellence.  DM Review. August 2006. Pg. 24.

The author discusses the need for a Centers of Excellence (with an emphasis on data management) within an organization.  The three important characteristics are Authority, Role, and Organizational Placement and Staffing.  The center must have the authority to influence actions, it must be both a resource and a participant in support activities, and it must have the power to put the right people in the right places of an organization.
 

Geiger, Jonathan. Data Integration Center of Excellence. DM Review. 
September 2006. Pg. 22

In this article, the author addresses specifically the two fundamental structures of a Data Integration Center of Excellence within a company.  One type of structure is a Line Organization, in which the Center of Excellence actually performs the data integration.  The other type is a support organization, in which the Center of Excellence manages groups of teams that are responsible for the data integration, cleansing, and transformation.  There is some basic discussion of how to choose the best organizational structure for a company.


Geiger, Jonathan. Data Delivery Center of Excellence. DM Review. 
October 2006. Pg. 8.

This article discusses the role of a Data Delivery Center of Excellence.  This differs from a Data Integration Center of Excellence in that it starts with an integrated set of quality data and builds from there.  This type of center is responsible for understanding how people want to view and use the data.  It addresses deliverables, data access issues, and business intelligence environments.


Zornes, Aaron. Hybrids are Hot. DM Review. April 2007. Pg. 45.

The author of this article discusses the spectrum of data management responsibilities within an organization.  As the role moves more towards product-specific, and less dependant upon relationships with others in an organization, the job is more likely to be offshored.  As the role becomes more product-neutral people-intensive, the job is more likely to remain on-site.  As usual, individuals with experience or knowledge in both roles (“hybrid people”) are most valuable to the company.


Rosenbush, Steve.  The Next Software Acquisitions. BusinessWeek. October 9, 2007. 
(http://www.businessweek.com/technology/content/oct2007/tc2007108_460229.htm). Accessed November 3, 2007.

This article addresses the issues of software companies acquiring and being acquired by one another.  SAP’s growth has been relatively organic (with about $1 billion in mergers) and Oracle’s growth has been relatively external (with about $25 billion in deals).  It is worthwhile to keep an eye on the happenings in the data management solution industry when deciding on a solution for your company.  The threat of acquisition by a larger company may impact your decision on whether to go with a small or large provider.
Krill, Paul.  IBM Working on Advanced Data Integration, Grid Computing. InfoWorld.  
October 16, 2002. (
http://www.infoworld.com/articles/hn/xml/02/ 
10/16/021016hnclio.html).  Accessed on November 3, 2007.

This article reports on an IBM project termed Project Clio.  The goal of this project is to provide a platform and database independent utility that, no matter what storage system is being used, can be utilized by the company to provide a uniform view of data across a distributed grid.  This will give IBM a foothold into corporations using data storage and server systems other than IBM’s.  


LaFond, Anita.  Trends in Performance Alignment.  Manufacturing.net. June 21, 2006.  
	(http://www.manufacturing.net/trends-in-performance-alignment.aspx). 
Accessed on November 3, 2007.

This article addresses methodologies used by manufacturing firms to link corporate strategy to operational processes an activities.  Through the use of Scorecards, Dashboards, and Performance Alerts, a company can adjust inputs and processes to improve operations.  This is called “gaming,” and having the proper data can facilitate these activities.  One of the problems that these systems often encounter is that they were designed with a finance, sales, marketing, or other functional silo in mind, rather than the manufacturing process.  The complex data integration issues that arise when trying to align these tools with the manufacturing process typically force the results into an inflexible structure.  The author cites a researcher who suggests that utilizing third-party resources may help to solve this problem.
Academic Research Papers
Lenzerini, Maurizio. Data Integration: A Theoretical Perspective. Dipartimento di 
Informatica e Sistemistica, Universita di Roma “La Sapienza”.  June 2002.
(http://doi.acm.org/10.1145/543613.543644). Accessed on November 3, 2007.

This article, as the title indicates, presents a theoretical perspective of data integration.  It defines data integration as the “problem of combining data residing at different sources, and providing the user with a unified view of these data.”  The article deals specifically with a global set of data comprised of several sources.  The paper first develops a data integration framework, and then builds on that model to explore models, queries, inconsistencies in source data, and addressing that global network of data from various locations.  The article concludes with some unanswered or open-ended issues in data integration theory.


Goodhue, Dale L., Michael D. Wybo, and Laurie J. Kirsch. The Impact of Data Integration 
on the Costs and Benefits of Information Systems. MIS Quarterly. 
September 1992. Pgs. 293 – 312.

This article addresses whether data integration is worthwhile for companies.  The paper asserts that data integration is only cost-effective for certain companies under certain circumstances.  They advise the MIS researchers and managers to carefully weigh the considerations before implementing this technology.  The article covers data modeling, data integration, and develops a model for the impact of data integration on an organization.


Widom, Jennifer. Research Problems in Data Warehousing. Department of Computer 
Science, Stanford University, 1999. http://www.cs.brown.edu/courses/cs227/Papers 
/General/JenniferCIKM95.pdf). Accessed November 3, 2007.

This article addresses data integration from the perspective of an organization interested in quickly gathering large amounts of data that are not easily captured by on-demand queries.  When data is gathered in advance, or in an “eager approach,” it is called Data Warehousing.  Having up-to-date or current data with this type of processing is often difficult and this paper discusses those difficulties and possible resolutions.  The topics of data translation (or “wrapping”), integration, optimization, and others are addressed.
